
/ 241

Antoine Cornuéjols

AgroParisTech – INRAE   MIA paris-Saclay

antoine.cornuejols@agroparistech.fr

Conformal prediction



/ 24

An important question

How to assess the confidence in   a prediction   made by a model?

2« Conformal prediction»       (A. Cornuéjols)
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• A typical supervised learning task

3« Conformal prediction»       (A. Cornuéjols)

Usual approach

– Obtain a training set of MRI annotated 
images

– Use these to learn a classifier 
(e.g. a neural net)

– Evaluate accuracy on the test set
(e.g. 90%)

Motivating example

A supervised learning task

𝑥: 𝑀𝑅𝐼 𝑖𝑚𝑎𝑔𝑒𝑠

𝑦: {𝑛𝑜𝑟𝑚𝑎𝑙, 𝑐𝑎𝑛𝑐𝑒𝑟}

Usual supervised learning approach:
• Obtain a training set of MRI images
• Use these to learn a machine learning 

classifier (e.g., neural net)
• Evaluate accuracy on unseen test data

↦
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Suppose we get 90% accuracy

• Is this enough for the decision maker 
(the doctor)?

This tells us nothing about the reliability
or confidence for the current (yet 
unseen) input!

Motivating example

𝑥: 𝑀𝑅𝐼 𝑖𝑚𝑎𝑔𝑒𝑠

𝑦: {𝑛𝑜𝑟𝑚𝑎𝑙, 𝑐𝑎𝑛𝑐𝑒𝑟}

All good?

• Point predictions not enough
• Decision makers (doctors) need to know 

likelihood of alternative outcomes, or 
rule out unlikely outcomes

↦
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• Often the classifier (e.g. neural net) output (e.g. softmax) 
is taken as the confidence of the prediction.

• But this often fails miserably

5« Conformal prediction»       (A. Cornuéjols)

Failing loudly

• Neural nets output (softmax) likelihood for each class 
• Unreliable as probability estimates:

• Often overconfident on correct predictions
• Often overconfident on wrong ones too!

Explaining and Harnessing Adversarial Examples, 
Goodfellow et al, ICLR 2015.

Softmax likelihoods are 
generally poorly 
calibrated: they don’t 
reflect the true 
probability of correct 
classification for the 
given input
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Attempts at uncertainty quantification

Deep ensembles

• Train multiple NNs using random subsets of data (or same data 
starting from different random weights)

• Use predictive distribution on the input induced by these multiple
NNs
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Uncertainty Quantification

Some attempts:
• Deep ensembles
• Train multiple NNs using random subsets of data (or same data 

starting from different random weights)
• Use predictive distribution induced by these multiple NNs

Lakshminarayanan, Balaji, Alexander Pritzel, and Charles Blundell. "Simple and 
scalable predictive uncertainty estimation using deep ensembles." NeurIPS 2017.

But:

• No correctness guarantees

• Computationally expensive
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• What we would like
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Figure 1: Prediction set examples on Imagenet. We show three progressively more di�cult examples
of the class fox squirrel and the prediction sets (i.e., C(Xtest)) generated by conformal prediction.

1 Conformal Prediction
Conformal prediction [1–3] (a.k.a. conformal inference) is a straightforward way to generate prediction sets
for any model. We will introduce it with a short, pragmatic image classification example, and follow up in
later paragraphs with a general explanation. The high-level outline of conformal prediction is as follows.
First, we begin with a fitted predicted model (such as a neural network classifier) which we will call f̂ . Then,
we will create prediction sets (a set of possible labels) for this classifier using a small amount of additional
calibration data—we will sometimes call this the calibration step.

Formally, suppose we have images as input and they each contain one of K classes. We begin with
a classifier that outputs estimated probabilities (softmax scores) for each class: f̂(x) 2 [0, 1]K . Then, we
reserve a moderate number (e.g., 500) of fresh i.i.d. pairs of images and classes unseen during training,
(X1, Y1), . . . , (Xn, Yn), for use as calibration data. Using f̂ and the calibration data, we seek to construct a
prediction set of possible labels C(Xtest) ⇢ {1, . . . ,K} that is valid in the following sense:

1� ↵  P(Ytest 2 C(Xtest))  1� ↵+
1

n+ 1
, (1)

where (Xtest, Ytest) is a fresh test point from the same distribution, and ↵ 2 [0, 1] is a user-chosen error rate.
In words, the probability that the prediction set contains the correct label is almost exactly 1 � ↵; we call
this property marginal coverage, since the probability is marginal (averaged) over the randomness in the
calibration and test points. See Figure 1 for examples of prediction sets on the Imagenet dataset.

To construct C from f̂ and the calibration data, we will perform a simple calibration step that requires
only a few lines of code; see the right panel of Figure 2. We now describe the calibration step in more detail,
introducing some terms that will be helpful later on. First, we set the conformal score si = 1� f̂(Xi)Yi to be
one minus the softmax output of the true class. The score is high when the softmax output of the true class
is low, i.e., when the model is badly wrong. Next comes the critical step: define q̂ to be the d(n+1)(1�↵)e/n
empirical quantile of s1, ..., sn, where d·e is the ceiling function (q̂ is essentially the 1� ↵ quantile, but with
a small correction). Finally, for a new test data point (where Xtest is known but Ytest is not), create a
prediction set C(Xtest) = {y : f̂(Xtest)y � 1� q̂} that includes all classes with a high enough softmax output
(see Figure 2). Remarkably, this algorithm gives prediction sets that are guaranteed to satisfy (1), no matter
what (possibly incorrect) model is used or what the (unknown) distribution of the data is.

# 1: get conformal scores. n = calib_Y.shape[0]
cal_smx = model(calib_X).softmax(dim=1).numpy()
cal_scores = 1-cal_smx[np.arange(n),cal_labels]
# 2: get adjusted quantile
q_level = np.ceil((n+1)*(1-alpha))/n
qhat = np.quantile(cal_scores, q_level, method='higher')
val_smx = model(val_X).softmax(dim=1).numpy()
prediction_sets = val_smx >= (1-qhat) # 3: form prediction sets

Figure 2: Illustration of conformal prediction with matching Python code.

4

From [ANGELOPOULOS, Anastasios N. et BATES, Stephen. Conformal prediction: A gentle 
introduction. Foundations and Trends in Machine Learning, 2023, vol. 16, no 4, p. 494-591.]
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• How could we do that?

Considering the confidence in the classifications performed

by the system _ the learned hypothesis_  in the past to help 

assess the confidence in the prediction for the current input

8« Conformal prediction »       (A. Cornuéjols)
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The calibration set

1. Define a confidence function c(x, y)

E.g.    for classification

– Let’s                be the likelihood predicted for class y given x

• E.g. Softmax(x, y)

2. Randomly draw n labeled examples as the calibration set Z

Where  yi is the true class for xi.

9« Conformal prediction »       (A. Cornuéjols)
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The calibration scores

• Compute the calibration confidence levels

• And compute the quantiles

10« Conformal prediction »       (A. Cornuéjols)
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.95     0.90     0.40     0.35     0.30     0.25     0.20      0.15     0.10     0.05

0.95     0.05     0.10 0.25     0.45     0.25     0.35     0.55     0.10     0.40
0.02     0.90     0.50      0.40     0.30     0.65     0.45     0.15     0.85     0.05
0.03     0.05     0.40      0.35     0.35     0.10     0.20     0.30     0.05     0.55

SCP in classification in practice

Ex: Yi → {“dog”, “tiger”, “cat”}, with ω = 0.1

• Scores on the calibration set

Cali
p̂dog(Xi )

p̂tiger(Xi )

p̂cat(Xi )

0.95

0.02

0.03

0.90

0.05

0.05

0.85

0.10

0.05

0.15

0.60

0.25

0.15

0.55

0.30

0.20

0.50

0.30

0.15

0.45

0.40

0.15

0.40

0.45

0.25

0.35

0.40

0.20

0.45

0.35

Si
0.05 0.1 0.15 0.40 0.45 0.50 0.55 0.55 0.6 0.65

• q1→ω(S) = 0.65 ↑0.9↓ (10 + 1)↔ = 10

• Â(Xnew ) = (0.05, 0.60, 0.35)

ε↑ s(Â(Xnew ), “dog”) = 0.95 “dog” /→ Ĉω(Xnew )

ε↑ s(Â(Xnew ), “tiger”) = 0.40 ↓ q1→ω(S) “tiger” → Ĉω(Xnew )

ε↑ s(Â(Xnew ), “cat”) = 0.65 ↓ q1→ω(S) “cat” → Ĉω(Xnew )

• Ĉω(Xnew ) = {“tiger”, “cat”}
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ε↑ s(Â(Xnew ), “dog”) = 0.95 “dog” /→ Ĉω(Xnew )
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• Â(Xnew ) = (0.05, 0.60, 0.35)
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• Â(Xnew ) = (0.05, 0.60, 0.35)
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Confidence in the true class for the classifier

SCP in classification in practice
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• Â(Xnew ) = (0.05, 0.60, 0.35)
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• Â(Xnew ) = (0.05, 0.60, 0.35)
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ε↑ s(Â(Xnew ), “tiger”) = 0.40 ↓ q1→ω(S) “tiger” → Ĉω(Xnew )
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ε↑ s(Â(Xnew ), “dog”) = 0.95 “dog” /→ Ĉω(Xnew )
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ε↑ s(Â(Xnew ), “cat”) = 0.65 ↓ q1→ω(S) “cat” → Ĉω(Xnew )

• Ĉω(Xnew ) = {“tiger”, “cat”}
39 / 57

SCP in classification in practice

Ex: Yi → {“dog”, “tiger”, “cat”}, with ω = 0.1

• Scores on the calibration set

Cali
p̂dog(Xi )

p̂tiger(Xi )

p̂cat(Xi )

0.95

0.02

0.03

0.90

0.05

0.05

0.85

0.10

0.05

0.15

0.60

0.25

0.15

0.55

0.30

0.20

0.50

0.30

0.15

0.45

0.40

0.15

0.40

0.45

0.25

0.35

0.40

0.20

0.45

0.35

Si
0.05 0.1 0.15 0.40 0.45 0.50 0.55 0.55 0.6 0.65

• q1→ω(S) = 0.65 ↑0.9↓ (10 + 1)↔ = 10
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• Â(Xnew ) = (0.05, 0.60, 0.35)

ε↑ s(Â(Xnew ), “dog”) = 0.95 “dog” /→ Ĉω(Xnew )

ε↑ s(Â(Xnew ), “tiger”) = 0.40 ↓ q1→ω(S) “tiger” → Ĉω(Xnew )

ε↑ s(Â(Xnew ), “cat”) = 0.65 ↓ q1→ω(S) “cat” → Ĉω(Xnew )

• Ĉω(Xnew ) = {“tiger”, “cat”}
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ε↑ s(Â(Xnew ), “tiger”) = 0.40 ↓ q1→ω(S) “tiger” → Ĉω(Xnew )
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Confidence in the true class for the classifier
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.52     0.50     0.45     0.42     0.40     0.39     0.38      0.37     0.36     0.35

0.52     0.45     0.15 0.30     0.25     0.39     0.35     0.35     0.36     0.32
0.45     0.50     0.40      0.28     0.40     0.30     0.27     0.37     0.32     0.35
0.03     0.05     0.45      0.42     0.35     0.31     0.38     0.28     0.32     0.33

<latexit sha1_base64="UkF2OoYmdQ3FEf6JdeUYjNEDH+A="></latexit>

h(x) = (0.05, 0.60, 0.35)Suppose 

and 

<latexit sha1_base64="TWR2lPNzMFaz3u5QnkaGjB2J9bc="></latexit>

q̂0.8 = d(0.2⇥ (10 + 1)e = 3
<latexit sha1_base64="o7GvBNtX9ncd608SAFrtJCbxca4="></latexit>

Q0.8 = 0.45<latexit sha1_base64="Dfl3NTFIfv9kQ/yIVCbPVTBsqgE="></latexit>

↵ = 0.8

<latexit sha1_base64="v4mfFM7UVnQI9WiM0UsgWDH7SGw="></latexit>

C(x) = {tiger}
<latexit sha1_base64="J4KGK6qBXqPw6BkPz8INTA8O8Lg="></latexit>

P
�
y 2 C(x)

�
� 0.2
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.92     0.90     0.88     0.87     0.86     0.84     0.82      0.80     0.78     0.75

0.92     0.05     0.02 0.05     0.09     0.84     0.15     0.05     0.78     0.12
0.02     0.90     0.10      0.08     0.86     0.10     0.03     0.80     0.12     0.75
0.03     0.05     0.88      0.87     0.05     0.06     0.82     0.15     0.10     0.13

Suppose 

and 

<latexit sha1_base64="nOuq1xu2fJV3joPqmg9D+nVs7lk="></latexit>

↵ = 0.1
<latexit sha1_base64="xGMdm+D4EYotEmY8G3TobkEIixk="></latexit>

q̂0.1 = d(0.9⇥ (10 + 1)e = 10 <latexit sha1_base64="JgILIcTsQg8Qiuy0V3y8aLOLqYo="></latexit>

Q0.1 = 0.75

<latexit sha1_base64="uY5BIu7FlhRiLe6rjiT3RumFp0E="></latexit>

C(x) = ;
<latexit sha1_base64="jt5ePTKpsGpp/jZkGZGfQY95YjQ="></latexit>

P
�
y 2 C(x)

�
� 0.9
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.95     0.90     0.85     0.60     0.55     0.50     0.45      0.45     0.40     0.35

dog tiger cat

Confidence in the true class for the classifier
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 
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<latexit sha1_base64="nOuq1xu2fJV3joPqmg9D+nVs7lk="></latexit>

↵ = 0.1
<latexit sha1_base64="t6JDx7L43BpNYUjkQ0JHYJAgWIc="></latexit>

Q0.1 = 0.35

<latexit sha1_base64="UkF2OoYmdQ3FEf6JdeUYjNEDH+A="></latexit>

h(x) = (0.05, 0.60, 0.35)

<latexit sha1_base64="5fZWwGNQiOSd0rDqmg0DicktQHU="></latexit>

C(x) = {tiger, cat}

Suppose 

and 
<latexit sha1_base64="jt5ePTKpsGpp/jZkGZGfQY95YjQ="></latexit>

P
�
y 2 C(x)

�
� 0.9

<latexit sha1_base64="xGMdm+D4EYotEmY8G3TobkEIixk="></latexit>

q̂0.1 = d(0.9⇥ (10 + 1)e = 10
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.95     0.90     0.85     0.60     0.55     0.50     0.45      0.45     0.40     0.35

dog tiger cat

Suppose 

and 

<latexit sha1_base64="6pCrQb/mM3P0P76GyvHSEjJAm80="></latexit>

↵ = 0.5
<latexit sha1_base64="OLGPvI3uHvzNbkbkTyIuqqXXHOE="></latexit>

Q0.5 = 0.55

<latexit sha1_base64="v4mfFM7UVnQI9WiM0UsgWDH7SGw="></latexit>

C(x) = {tiger}
<latexit sha1_base64="45HZhgQMJ/Jw/jfz7Z4x7VDPGLc="></latexit>

P
�
y 2 C(x)

�
� 0.5

<latexit sha1_base64="AxdRyLBR31dEgfkR0Fy1c3IaUiU="></latexit>

q̂0.5 = d0.5⇥ (10 + 1)e = 6
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E.g.   Yi Î {“dog”, “tiger”, “cat”}

• Calibration set 

0.95     0.90     0.85     0.85     0.80     0.75     0.70      0.65     0.60     0.55

dog tiger cat

SCP in classification in practice

Ex: Yi → {“dog”, “tiger”, “cat”}, with ω = 0.1

• Scores on the calibration set
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Si
0.05 0.1 0.15 0.15 0.20 0.25 0.30 0.35 0.40 0.45

• q1→ω(S) = 0.45 ↑0.9↓ (10 + 1)↔ = 10

• Â(Xnew ) = (0.05, 0.60, 0.35)

ε↑ s(Â(Xnew ), “dog”) = 0.95 “dog” /→ Ĉω(Xnew )

ε↑ s(Â(Xnew ), “tiger”) = 0.40 ↓ q1→ω(S) “tiger” → Ĉω(Xnew )

ε↑ s(Â(Xnew ), “cat”) = 0.65 “cat” /→ Ĉω(Xnew )

• Ĉω(Xnew ) = {“tiger”}
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Suppose 

and 

<latexit sha1_base64="nOuq1xu2fJV3joPqmg9D+nVs7lk="></latexit>

↵ = 0.1 <latexit sha1_base64="xPjFdkzQZxNgvoEyCwD70fLjnkk="></latexit>

Q0.1 = 0.55

<latexit sha1_base64="jt5ePTKpsGpp/jZkGZGfQY95YjQ="></latexit>

P
�
y 2 C(x)

�
� 0.9

<latexit sha1_base64="lKKs9znBguwjGcfDsDSaXQMq3qU="></latexit>

q̂0.1 = d0.9⇥ (10 + 1)e = 10
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#

Figure 1: Prediction set examples on Imagenet. We show three progressively more di�cult examples
of the class fox squirrel and the prediction sets (i.e., C(Xtest)) generated by conformal prediction.

1 Conformal Prediction
Conformal prediction [1–3] (a.k.a. conformal inference) is a straightforward way to generate prediction sets
for any model. We will introduce it with a short, pragmatic image classification example, and follow up in
later paragraphs with a general explanation. The high-level outline of conformal prediction is as follows.
First, we begin with a fitted predicted model (such as a neural network classifier) which we will call f̂ . Then,
we will create prediction sets (a set of possible labels) for this classifier using a small amount of additional
calibration data—we will sometimes call this the calibration step.

Formally, suppose we have images as input and they each contain one of K classes. We begin with
a classifier that outputs estimated probabilities (softmax scores) for each class: f̂(x) 2 [0, 1]K . Then, we
reserve a moderate number (e.g., 500) of fresh i.i.d. pairs of images and classes unseen during training,
(X1, Y1), . . . , (Xn, Yn), for use as calibration data. Using f̂ and the calibration data, we seek to construct a
prediction set of possible labels C(Xtest) ⇢ {1, . . . ,K} that is valid in the following sense:

1� ↵  P(Ytest 2 C(Xtest))  1� ↵+
1

n+ 1
, (1)

where (Xtest, Ytest) is a fresh test point from the same distribution, and ↵ 2 [0, 1] is a user-chosen error rate.
In words, the probability that the prediction set contains the correct label is almost exactly 1 � ↵; we call
this property marginal coverage, since the probability is marginal (averaged) over the randomness in the
calibration and test points. See Figure 1 for examples of prediction sets on the Imagenet dataset.

To construct C from f̂ and the calibration data, we will perform a simple calibration step that requires
only a few lines of code; see the right panel of Figure 2. We now describe the calibration step in more detail,
introducing some terms that will be helpful later on. First, we set the conformal score si = 1� f̂(Xi)Yi to be
one minus the softmax output of the true class. The score is high when the softmax output of the true class
is low, i.e., when the model is badly wrong. Next comes the critical step: define q̂ to be the d(n+1)(1�↵)e/n
empirical quantile of s1, ..., sn, where d·e is the ceiling function (q̂ is essentially the 1� ↵ quantile, but with
a small correction). Finally, for a new test data point (where Xtest is known but Ytest is not), create a
prediction set C(Xtest) = {y : f̂(Xtest)y � 1� q̂} that includes all classes with a high enough softmax output
(see Figure 2). Remarkably, this algorithm gives prediction sets that are guaranteed to satisfy (1), no matter
what (possibly incorrect) model is used or what the (unknown) distribution of the data is.

# 1: get conformal scores. n = calib_Y.shape[0]
cal_smx = model(calib_X).softmax(dim=1).numpy()
cal_scores = 1-cal_smx[np.arange(n),cal_labels]
# 2: get adjusted quantile
q_level = np.ceil((n+1)*(1-alpha))/n
qhat = np.quantile(cal_scores, q_level, method='higher')
val_smx = model(val_X).softmax(dim=1).numpy()
prediction_sets = val_smx >= (1-qhat) # 3: form prediction sets

Figure 2: Illustration of conformal prediction with matching Python code.
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The calibration scores

• Compute the calibration confidence levels

• And compute the quantiles
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Take home message

• Provides a measure of uncertainty for the current input

• Works 

– with any distribution

– with any data set size n

– with any predicting model (for classification or regression) 
that provides an estimated confidence in the prediction

• Under assumption that is exchangeable

24« Conformal prediction»       (A. Cornuéjols)

<latexit sha1_base64="L0wLQBy8MW1b0BjtCnyGEZax+zI="></latexit>

Z [ {(xtest, ytest)}


